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ABSTRACT
Miller’s notions of permissions and authority are foundational to
the analysis of object-capability programming. Informal definitions
of these concepts were given in Miller’s thesis. In this paper we
propose precise definitions for permissions and authority, based on
a small object-oriented calculus. We quantify their bounds (current,
eventual, behavioural, topological), and delineate the relationships
between these definitions.

CCS Concepts
•Security and privacy→ Logic and verification; •Software and
its engineering→ Semantics;
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1. INTRODUCTION
In his doctoral dissertation [11], Mark Miller proposed the con-

cepts of permissions and authority of an object o to describe which
other objects o has access to, and which other objects it may mod-
ify. Miller also distinguished between four flavours of authority:
the current, eventual, behavioural, and topological bounds on these
permissions and authorities.

The concept of authority has been used to verify or analyse object-
capability systems [10, 12], however, to our knowledge, there exists
no work which concentrates on the foundational formal definition
of these concepts and their flavours. Such a foundational defini-
tion is required as object-capability systems and their formalisa-
tions are increasingly of interest in the research literature [6, 2].
However, these works tend to use only one or two these concepts,
as needed for the particular study, and the particular programming
language. To our knowledge, there does not exist a study of all
flavours of permission and authority, and their relationship, in a
language-independent setting.
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In this paper we propose precise definitions for all these con-
cepts, and discuss their relationships. We base the model on a small
class-based object-oriented calculus. In the process of our formal-
isation, we uncover one new category of authority, we formalise
some of the claims made in [11], and rectify some others. The def-
initions we propose are precise, but do not necessarily reflect all
aspects relevant to permissions and authority. In the last section of
our paper we discuss some aspects that we have not yet been able
to cover, and outline how the definitions could be improved.

2. FORMAL PRELIMINARIES
We assume a program P written in a memory safe OO language

with no ambient authority (i.e. no global or static variables, so that
objects can only interact with other objects which they have been
passed explicitly). We assume a small step operational semantics
of the shape

P ` σ, stmts ; σ′, sr,
where σ is the runtime state, stmts are statements, and sr is either
statements or a result (the address of an object, null, a number etc).

Figure 1 gives an example of such a language, which however
serves illustration purposes only. Similar concepts as those we de-
fine below should be definable in any other such programming lan-
guages. The most important feature of this core language is that
fields are encapsulated: as in Smalltalk, the syntax enforces that
fields may be read or written only by the object to which they be-
long.

We have not allowed for loops and conditionals. These can easily
be encoded. We give the definition of states, σ, in figure 2 and
operational semantics in figure 3. The runtime states are defined
in terms of concepts are as found in many related works: the state
σ consists of a sequence of stack entries, ψs; each ψ consists of a
frame φ, mapping from variable identifiers to addresses in the heap,
and a continuation C[◦], indicating how execution will continue
when the callee has terminated.

We define liberal execution of the shape
σ;? σ′,

which describes all possible executions within the programming
language, for all programs P and statements stmts.

DEFINITION 1. For any program P , if P ` σ, stmts ;

σ′, sr then σ;? σ′. And, if σ;? σ′ then there exists program P
and statements stmts and result sr such that P ` σ, stmts ;

σ′, sr.

That is: σ;? σ′ if we can imagine a program P and statements
stmts that somehow get us to σ′.
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Program ::= ClassDescr∗

ClassDescr ::= class ClassId
{ (field FieldId)∗ ( methBody )∗ }

methBody ::= method m ( ParId∗ ) { Stmts }
Stmts ::= Stmt | Stmt ; Stmts
Stmt ::= ParId := Rhs

| this.FieldId := Rhs
| return Rhs

Rhs ::= Arg.MethId( Arg∗ ) | Arg
| new ClassId( Arg∗ )

Arg ::= this | ParId | this. FieldId
| true | false | null

ClassId ,ParId ,MethId ,VarId ,FieldId ∈ Identifier

Figure 1: Syntax

σ ∈ state ::= ψs · φ · χ
ψs ::= ψ∗

ψ ::= φ · C[ ◦ ]
φ ∈ frame = StackId −→ val
C[ ◦ ] ::= ParId := ◦ | this.FieldId := ◦

| return ◦ | C[ ◦ ];Stmts
χ ∈ heap = addr −→ object
v ∈ val = { null, true, false } ∪ addr
object = ClassId × ( FieldId −→ val )
ι, ι′, .. ∈ Address
StackId = { this } ∪ VarId ∪ ParId

Figure 2: States

We also assume a behavioural description B of execution which
describes a set of permissible executions with the shape

B ` σ, stmts ; σ′, sr,
such thatB, σ, stmts ; σ′, sr implies that σ;? σ′. A behavioural
description may be anything ranging from a complete functional
specification, e.g., [8], or low-level mechanisms such as owners-as-
dominators [1], owners-as-modifiers [9], or partial specification of
particular policies as advocated in [3, 4]. We say that a behavioural
description characterises a program if all the executions of the pro-
gram fall within the behavioural description:

DEFINITION 2. P ⊂ B iff
∀σ, σ′, stmts, sr.
P ` σ, stmts ; σ′, sr implies B ` σ, stmts ; σ′, sr

In other words, P ⊂ B means that P is a refinement of B.

These three semantics give rise to three definitions of possible fu-
ture worlds. The Eventual Worlds (EW) are those states σ′ reach-
able from state σ by a program P ; the Behavioural Words (BW)
are those states reachable under a behavioural description B; and
the Maximal Worlds (MW) are those reachable via liberal execu-
tion. (MW corresponds most closely to Miller’s “Topology-based”
bounds).

DEFINITION 3.

EW (P, σ) ≡ { σ′ | ∃stms, sr. P ` σ, stmts ;∗ σ′, sr }

BW (B, σ) ≡ { σ′ | ∃stms, sr. B ` σ, stmts ;∗ σ′, sr }

MW (σ) ≡ { σ′ | σ;? ∗σ′ }

It is easy to see that the following inclusions hold between the
current, eventual, behavioural, and maximal future worlds:

LEMMA 1. For all programsP , behavioural descriptionB, and
states σ:
• σ ⊆ EW (P, σ) ⊆ MW (σ)
• BW (B, σ) ⊆ MW (σ)
• If P ⊂ B then EW (P, σ) ⊆ BW (B, σ)

Moreover, it is easy to show that with increasing stack prefixes
(i.e., increasing the method calls in the calling context of the current
configuration σ), we increase the worlds:

LEMMA 2. For all programsP , behavioural descriptionB, states
σ, and stack prefixes ψs:
• EW (P, σ) ⊆ EW (P,ψs · σ)
• BW (B, σ) ⊆ BW (B,ψs · σ)
• MW (σ) ⊆MW (ψs · σ)

3. FOUR FLAVOURS OF PERMISSIONS
Citing Lampson [7], Miller [11] defines permission in an object-

capability system: “A direct access right to an object gives a subject
the permission to invoke the behaviour of that object”. More pre-
cisely, we define that an object o’s Current Permissions (CP ) in
a state σ are simply all the object references to which o has direct
access in σ: the contents of o’s fields f. In addition, if o is the cur-
rent receiver, then CP includes the local variables x to which the
current method has access.

DEFINITION 4.

CP (σ, o) ≡ { o } ∪ { o′ | ∃f. σ(o, f)=o′ } ∪
{o′ | o=σ(this) ∧ ∃x. σ(x)=o′ }

In the above σ(this) indicates the receiver of the currently execut-
ing method, i.e. σ(this)=φ(this), when σ = _ · φ · χ, for some
χ.

Then, we can define bounds on future permissions by projecting
CP into the future worlds of σ, giving precise definitions of Even-
tual Permissions (EP), Behavioural Permissions (BP) and Maximal
Permissions (MP):

DEFINITION 5.

EP (P, σ, o) ≡
⋃
σ′∈EW (P,σ) CP (σ′, o) ∩ dom(σ)

BP (B, σ, o) ≡
⋃
σ′∈BW (P,σ) CP (σ′, o) ∩ dom(σ)

MP (σ, o) ≡
⋃
σ′∈MW (P,σ) CP (σ′, o) ∩ dom(σ)

Note that each of these definitions projects the permissions back
to those objects existing in world σ (∩ dom(σ)) because knowing
that more objects will be created in some future world of the cur-
rent state σ doesn’t give us any more useful information about the
objects that actually exist in the current state.

The following relations hold:



bthiscφ·χ = φ(this) bparIdcφ·χ = φ(parId) bthis.f ldIdcφ·χ = χ(φ(this), f ldId)

bnullcφ·χ = null btruecφ·χ = true bfalsecφ·χ = false

(NEW_OS)
ι is new in χ
f1, ...fn are the fields for CId as defined in P
P ` φ · χ, newCId ( a1, ...an)
; χ[ι7→(CId , f17→ba1cφ,σ...fn7→bancφ,σ)], ι

(ARG_OS)

P ` φ · χ, a ; χ, bacφ,σ

(VARASG_OS)
P ` φ · χ, rhs ; χ′, val
P ` ψs · φ · χ, v :=rhs ; ψs · φ[v 7→ val]·χ′, val

(FIELDASG_OS)
P,` φ · χ, rhs ; χ′, val
P ` ψs · φ · χ, this.f := rhs ;

ψs · φ · χ′[φ(this), f 7→ val ], val

(SEQUENCE_OS)
P ` σ, stmt ; σ′, val
P ` σ, stmt ; stmts ; σ′, stmts

(METHCALL_OS)
bacφ·χ = ι
baicφ·χ = val i ∀i ∈ {1..n}
M(P ,χ(ι) ↓1, m) = methodm( par1, . . . parn) { stms}
φ′ = this 7→ ι, par1 7→ val1, . . . parn 7→ valn
P ` ψs · φ · χ, C[a.m( a1, ...an) ] ;

ψs · φ · C[◦] · φ′ · χ, stms

(METHRETURN_OS)

r free in φ
φ′ = φ[r 7→ bacφ·χ]
P ` ψs · φ · C[◦] · χ, return a ; ψs · φ′ · χ, C[r]

Figure 3: Operational Semantics

LEMMA 3. For all programsP , behavioural descriptionB, and
states σ:
• CP (σ, o) ⊆ EP (P, σ, o) ⊆ MP (σ, o)
• CP (σ, o) ⊆ BP (B, σ, o) ⊆ MP (σ, o)
• If P ⊂ B then EP (P, σ, o) ⊆ BP (B, σ, o)

The proof of this lemma follows from lemma 1.
Note the condition in the relationship between behavioural and even-
tual permissions: the eventual permissions are bounded by the be-
havioural permissions only when the behaviour of the program P
is bounded by the behavioural description B — this condition was
omitted from Miller’s original definition [11, p.60].

Based on lemma 2 we can prove that by increasing the stack
prefix, we increase the eventual, behavioural, and maximal permis-
sions, but not the current ones.

LEMMA 4. For all programsP , behavioural descriptionB, states
σ, and stack prefixes ψs:
• CP (σ, o) = CP (ψs · σ)
• EP (P, σ, o) ⊆ EP (P,ψs · σ, o)
• BP (B, σ, o) ⊆ BP (B,ψs · σ, o)
• MP (σ, o) ⊆MW (ψs · σ, o)

4. FOUR FLAVOURS OF AUTHORITY
Miller [11, p.59] defines authority as “the Ability to Cause Ef-

fects”. Following the scheme established for permissions, we can
define the Current Authority (CA) of an object o in state σ of pro-
gram P :

DEFINITION 6.

CA(P, σ, o) ≡ { o′ | ∃σ′′, m, o1, ...on.
o ∈ CP (σ, σ(this)) ∧
∀i ∈ {1..n}.oi ∈ CP (σ, o) ∧
P ` σ′′, x.m(x1, ...xn) ;∗ σ′, _ ∧
σ′′ = σ[x 7→ o, x1 7→ o1, ...xn 7→ on] ∧
σ(o′, f) 6= σ′(o′, f) }

Our definition states that the current authority of o in state σ in-
cludes all objects o′ which may be modified by a method call pro-
vided that the method call is possible from the current receiver (i.e.
o is reachable from the receiver — CP (σ, o)), and that it can orig-
inate from o. A method call may originate from o if the receiver
and arguments of that method are accessible from o (i.e. are in
CP (σ, o)). The concept of CA was not proposed in Miller’s thesis
[11], which proposed only Eventual Authority (EA), Behavioural
Authority (BA), and Maximal Authority (MA). We define these au-
thorities in terms of CA by projecting CA into the three future
worlds, in the same way we projected permissions:

DEFINITION 7.

EA(P, σ, o) ≡
⋃
σ′∈EW (P,σ) CA(σ

′, o) ∩ dom(σ)

BA(B, σ, o) ≡
⋃
σ′∈BW (P,σ) CA(σ

′, o) ∩ dom(σ)

MA(σ, o) ≡
⋃
σ′∈MW (P,σ) CA(σ

′, o) ∩ dom(σ)

The following relations hold:

LEMMA 5. For all programsP , behavioural descriptionB, and
states σ:
• CA(σ, o) ⊆ EA(P, σ, o) ⊆ MA(σ, o)



• CA(σ, o) ⊆ BA(B, σ, o) ⊆ MA(σ, o)
• If P ⊂ B then EA(P, σ, o) ⊆ BA(B, σ, o)

The proof of this lemma also follows from lemma 1.
Note again that the relationship between EA and BA depends on
the program conforming to the behavioural description.

Again, based on lemma 2 we can prove that by increasing the
stack prefix, we increase the eventual, behavioural, and maximal
authorities, but not the current ones.

LEMMA 6. For all programsP , behavioural descriptionB, states
σ, and stack prefixes ψs:
• CA(σ, o) = CA(ψs · σ)
• EA(P, σ, o) ⊆ EA(P,ψs · σ, o)
• BA(B, σ, o) ⊆ BA(B,ψs · σ, o)
• MA(σ, o) ⊆MA(ψs · σ, o)

Figure 4: Relationships between Permissions and Authorities;
arrows indicate subsets – dotted arrows indicate conditional
subsets

5. PUTTING AUTHORITY AND PERMIS-
SION TOGETHER

We now discuss the relation between authority and permission.
Counter to initial expectation, authority does not imply permission,
nor does permission imply authority. We can see this in the example
shown in figure 5.

We see that x has authority but no permission over y (because
x can invoke a method on b that changes y, but x has no direct
reference to y) and that z has permission for x but no authority over
it (because z has a direct reference to x but cannot cause any change
to x). This is counter to Miller [11, ch.8] where it is claimed that
eventual, behavioural, and maximal permissions are always subsets
of the corresponding authorities. This is graphically depicted in
figure 6

On the other hand, in the maximal world, authority and permis-
sion do indeed conflate:

LEMMA 7. For all states σ and objects o
• MA(σ, o) = MP (σ, o)

The proof follows from lemma 9. Figure 4 summarises these
relationships.

6. CONNECTIVITY
We can observe the maximal authorities and permissions without

executing the hypothetical program. Instead, we observe the tran-
sitive, symmetric closure of accessibility through the stack frames
as follows:

1 class X {
2 field b // initialised by new X(b)
3 method thumpX { return true } //does

nothing
4 }
5

6 class B {
7 field y // initialised by new B(y)
8 method thumpY { y.thumpY; return false

}
9 }

10

11 class Y { //mutable object
12 field t // initialised by new Y(t)
13 method thumpY { if (t) then {this.t:=

false}
14 else {this.t:=

true}
15 } return t }
16

17 class Z {
18 field x // initialised by new Z(x)
19 method thumpX { x.thumpX; return false

}
20 }
21

22 var y := new Y(false)
23 var b := new B(y)
24 var x := new X(b)
25 var z := new Z(x)
26

27 // x points to b points to y, and x can
mutate y

28 // z points to x, but z cannot mutate x

Figure 5: Example

The relation vφ·χ represents an upper bound of the connectivity
that may exist after execution of any method which corresponds to
the frame φ.

DEFINITION 8. Given a frame φ and a heap χ we define the
relation vφ·χ⊆ Address×Address as the smallest relation such
that
• φ(x) vφ·χ φ(x′) for all x, x′ ∈ dom(φ)
• o vφ·χ o′ and χ(o′, f) = o′′ for some f , implies o vφ·χ o′

• vφ·χ is an equivalence relation

For example, consider a frame, φ1 = (this 7→ 2, x 7→ 5) and
another frame, φ2 = (this 7→ 1) and heap χ1 with objects at
addresses 1, 2, 3, 4 and 5, such that χ1(1, f) = 2, χ1(2, f

′′) = 4,
χ1(1, f

′) = 3 – the remaining objects have no fields, or their fields
are set to null. The corresponding heap and the two frames are
shown diagrammaitcally in figure 7.

Figure 6: Authority does not imply permission, nor does per-
mission imply authority



Figure 7: Example heap, and two frames.

Now consider what may happen if we execute a method with re-
ceiver and argument as in φ1. We may create a link from 2 to 5, for
example, by executing the statement this.f := x. In general, exe-
cution of a method on the frame φ1 may create a new link between
any of the objects 2, 4 and 5. By application of the definition we
obtain
vφ1·χ1 =
{ (2, 2), (2, 4), (2, 5), (4, 2), (4, 4), (4, 5), (5, 2), (5, 4), (5, 5), }.
Notice, that even though 5 is not connected with 4 in χ1, the pair
(4, 5) appears in the relationship, as 5 is reachable from the frame,
and 4 is reachable from 2, which again is reachable from the frame.
On the other hand, the object 1 does not appear in any pair of the
relationship, as it is not reachable from the frame φ1.

Similarly, by application of the definition we obtain:
vφ2·χ1 =
{ (1, 1), (1, 2), (1, 3), (1, 4), (2, 1), (2, 2), (2, 3), (2, 4),
(3, 1), (3, 2), (3, 3), (3, 4), (4, 1), (4, 2), (4, 3), (4, 4) }

Notice that 5 does not appear in the relationship, as it is not reach-
able from the frame.

We observe that the relationship vφ·χ represents a fully con-
nected graph.

LEMMA 8. For all frames φ, heaps χ, and objects o, o′, o′′,
o′′′:
• o vφ·χ o′ and o′′ vφ·χ o′′′ implies o vφ·χ o′′′

The proof is based on the fact that the relation o vφ·χ o′ implies
that the objects o and o′ are reachable from the frame φ. This can
be proven by induction on the rules from definition 8.

More importantly, we also obtain that vσ characterisesMA and
MP .

LEMMA 9. For any state σ
• o ∈MA(σ, o′) if and only if o vσ o′

• o ∈MP (σ, o′) if and only if o vσ o′

To prove this lemma, we assume a “maximal” program, where
each class has a method returning for each of its fields, returning
the value of this field, and another method setting the value of this
field.
A corollary of this lemma is that MA and MP represent an equiv-
alence relationship, and fully connected graphs.

The relation vφ·χ gives an upper bound on permissions and au-
thority. This reflects the assertion that connectivity begets connec-
tivity [11].

We now expand our definition of maximal connectivity to talk
about the complete state σ.

DEFINITION 9. Given a state σ we define the relation vσ⊆
Address×Address as the smallest relation such that
• vφ·χ ⊆ vσ if σ has the form ψs · φ · χ.
• vφ·χ ⊆ vσ if σ has the form ψs · (φ · C[◦]) · ψs′ · φ′ · χ.
• vσ is an equivalence relation

For example, 3 vφ1·...·φ2·χ1 5.
Increasing the stack prefix increases the relation v:

LEMMA 10. For any state σ, stack prefix ψs, and objects o and
o′

• vσ ⊆ vψs·σ

7. CONCLUSION AND DISCUSSION
In this short paper we have revisited the object-capability con-

cepts of permission and authority, proposed precise foundational
definitions, and clarified the relationships between the definitions.

The distinction between permissions and authority, and their var-
ious flavours is essential for the sound analysis of threats to open
systems. The aim of vulnerability analysis is to calculate precisely
the eventual authority (EA), however this is often too difficult, and
for this we want to use safe upper bounds. Thus, in case of confor-
mance, BA is a good and often tractable approximation, and has
been used in [2, 5].

Authority of various kinds has been used to verify or analyse
object-capability systems [10, 2]. In contrast, the contribution of
this short paper is to provide crisp definitions of permission, au-
thority, and their future bounds, and the relations between them.

We consider that the definitions given in this paper constitute a
first step towards a crystallisation of the meaning of the concepts
of permission and authority. However, these definitions need to be
expanded in several ways:

First, the concept of adherence to specification (P ⊂ B) is very
strict, as it requires the executions in P and those in B to have
the same granularity. A more general approach should allow them
to run at different granularity but would require them to "agree"
at some future point in execution, e.g. P ` σ, stmts ;∗ σ′, sr
implies that there exists a σ′′ such that P ` σ′, stmts ;∗ σ′′, sr
and B ` σ, stmts;? ∗σ′′, sr. However in such a case the third
inclusion property in lemma 1 will not hold. We will investigate
how to adapt the definition so as to obtain some weaker version of
this inclusion property.

Second, the definitions of possible worlds caters for the situation
where the program is either known (EW ) or is unknown (MW ).
However, it may be useful to refine the model to allow the current
known program P to be linked against unknown programs P ′, and
thus argue that P is robust against the unknown code P ′ (the adver-
sary). In further work we will investigate refinements of the future
worlds definitions to reflect this distinction.

Third, our definition of authority, Definition 6, models authority
as a sufficient cause for an effect: an object o has authority over an
object o′ if it can call methods which will modify the state of o′.
An alternative view models authority as a necessary cause for an
effect: an object o has authority over an object o′ if o′ cannot be
modified except via object o [12]. We will investigate this approach
in further work.

Fourth, we plan to investigate how static or dynamic type in-
formation (e.g. ownership) should allow us to make more precise
bounds, which will be reflected in B.

Finally, and most importantly, we plan to use these definitions
to support the verification of a wide-range of properties of object-
capability systems [4].
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